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Abstract
Background: Global credit card fraud losses reached USD 33.83 billion in 2023, growing year-on-year despite intensified countermeasures. Existing fraud detection systems face two persistent challenges: class imbalance (fraudulent transactions constitute less than 0.2% of all transactions) and concept drift (fraud patterns evolve continuously, degrading static model performance over time). Most published approaches address one of these challenges but rarely both simultaneously, and fewer still provide the transaction-level explainability required for regulatory compliance and fraud analyst trust.

Methods: This study proposes an Adaptive Stacking Ensemble (ASE) framework that combines XGBoost, LightGBM, and CatBoost as base learners with a LightGBM meta-learner, trained on a dataset of 1.24 million credit card transactions spanning 12 months. SMOTE oversampling addresses class imbalance within each cross-validation fold. SHAP-based feature selection reduces dimensionality while preserving fraud signal. A Kolmogorov–Smirnov drift detector triggers adaptive retraining when data distribution shifts are detected. SHAP and LIME are integrated to deliver per-transaction explanations for every flagged case.

Results: The ASE framework achieved a PR-AUC of 0.981, ROC-AUC of 0.994, precision of 0.917, recall of 0.931, and F1-score of 0.924 — outperforming all standalone baselines. After 12 months of deployment simulation, adaptive retraining restored performance within 2.1% of the initial baseline following significant concept drift. SHAP analysis identified transaction amount, behavioral PCA components, and card velocity as the dominant fraud predictors. LIME local explanations achieved analyst interpretability ratings of 4.3/5.0 in a blinded review exercise.

Conclusions: The ASE framework represents a practical, regulation-ready architecture for financial fraud detection that addresses accuracy, adaptability, and explainability simultaneously. It is the first study to combine stacking ensembles with an automated drift-triggered retraining pipeline and dual XAI explanation (SHAP + LIME) in a single unified framework, providing a deployable blueprint for financial institutions seeking to modernize their fraud operations.

1. Introduction
The globalization of digital payments has transformed how consumers and businesses conduct financial transactions. The proliferation of e-commerce, contactless payments, and mobile banking has brought unparalleled convenience — but has simultaneously expanded the attack surface available to fraudsters. According to the Nilson Report, global payment card fraud losses totaled USD 33.83 billion in 2023, a 1.1% increase from USD 33.45 billion in 2022, with Card-Not-Present (CNP) transactions accounting for the majority of losses. The United States Federal Trade Commission recorded 2.4 million fraud reports in 2024, with total consumer losses of approximately USD 8.8 billion. Projections indicate that without significant intervention, global losses could exceed USD 43 billion by 2028.

Traditional rule-based fraud detection systems — which flag transactions based on hard-coded thresholds and expert-defined heuristics — are increasingly ineffective against modern fraud schemes. Fraudsters systematically probe and learn the boundaries of rule-based systems, crafting transactions that stay just below detection thresholds while accumulating significant illicit gains. Machine learning (ML) offers a fundamentally different approach: rather than relying on pre-programmed rules, ML models learn statistical patterns from historical transaction data, enabling them to detect novel fraud patterns that rule systems would miss.

Despite significant ML advances in fraud detection, three challenges persist. First, extreme class imbalance: legitimate transactions vastly outnumber fraudulent ones, often at ratios exceeding 500:1, causing models trained naively to overwhelmingly predict the majority class. Second, concept drift: fraud tactics evolve continuously as fraudsters adapt to detection systems, causing model performance to degrade over time without periodic retraining. Third, interpretability: high-performing models such as gradient boosted ensembles and deep neural networks operate as black boxes, producing predictions without explanation — a critical barrier to deployment in regulated financial environments where automated decisions must be auditable and justifiable.

This paper proposes an Adaptive Stacking Ensemble (ASE) framework that addresses all three challenges through a unified architecture. The ASE combines three industry-leading gradient boosting algorithms — XGBoost, LightGBM, and CatBoost — as base learners within a stacking meta-learning structure, balances class distributions using SMOTE within the cross-validation framework, monitors for concept drift using Kolmogorov–Smirnov statistics to trigger adaptive retraining, and delivers per-transaction explanations via SHAP and LIME for every flagged case. The result is a system designed not merely for research benchmark performance, but for practical deployment within the operational and regulatory constraints of financial institutions.
2. Background and Related Work
2.1 The Fraud Detection Landscape
Credit card fraud detection has evolved through several generations of methodology. Early systems relied entirely on expert-crafted rules and statistical anomaly detection. The second generation introduced classical supervised ML algorithms — logistic regression, decision trees, support vector machines — which improved detection accuracy but struggled with class imbalance and high-dimensional feature spaces. The third and current generation is dominated by ensemble methods and deep learning, which have achieved state-of-the-art performance on benchmark datasets including the widely-used Kaggle European credit card fraud dataset (284,807 transactions, 0.172% fraud prevalence).

Recent studies have demonstrated the superiority of gradient boosting ensembles — particularly XGBoost, LightGBM, and CatBoost — over classical ML and even many deep learning architectures for structured, tabular financial data. Random Forest models have achieved ROC-AUC values above 0.97 on balanced datasets, with deep learning models incorporating focal loss providing the highest precision in minimizing false positives. AutoEncoder-enhanced LightGBM (AEELG) frameworks have shown particular strength in feature reconstruction from high-dimensional transaction data, while continuous-coupled neural networks have achieved near-perfect training accuracy on the Kaggle CCFD benchmark.

2.2 Class Imbalance in Financial Data
The severe class imbalance inherent to fraud datasets remains a fundamental methodological challenge. When fraudulent transactions constitute 0.1–0.5% of observations, naive classifiers achieve high accuracy by predicting the majority class exclusively — a result that is useless in practice. Synthetic Minority Over-sampling Technique (SMOTE) addresses this by generating interpolated synthetic minority-class samples, improving minority-class boundary learning without simply duplicating existing fraud examples. Studies have consistently confirmed SMOTE's effectiveness for fraud detection, with careful attention to applying oversampling only within training folds to prevent data leakage contaminating validation metrics.

2.3 Concept Drift in Fraud Detection
Concept drift refers to the statistical change in data distributions over time, which erodes the predictive validity of models trained on historical data. In fraud detection, drift is both inevitable and adversarially accelerated: fraud patterns shift seasonally (e.g., elevated gift card fraud during holiday seasons), geographically (emerging fraud hotspots), and tactically (fraudsters deliberately adapting to known detection systems). Static models trained once and deployed indefinitely experience significant performance degradation within months. Adaptive approaches — including rolling window retraining, drift detection with retraining triggers, and online learning — have demonstrated the ability to maintain performance in evolving environments, but have rarely been integrated into high-performing ensemble architectures with full explainability.

2.4 Explainability in Financial AI
Regulatory frameworks increasingly mandate explainability for automated financial decisions. The European Union's General Data Protection Regulation (GDPR) Article 22 grants individuals the right to receive explanations for automated decisions that significantly affect them. The EU AI Act classifies high-risk AI systems in financial services as requiring human oversight and transparency. In the United States, the Fair Credit Reporting Act and Equal Credit Opportunity Act impose similar transparency requirements. Despite this regulatory imperative, the majority of published fraud detection research focuses exclusively on predictive metrics without addressing explainability — a gap this study explicitly addresses through the dual application of SHAP for global feature importance and LIME for individual prediction explanations.
3. Materials and Methods
3.1 Dataset Description
The primary dataset comprised 1,243,917 credit card transactions processed by a mid-sized European payment processor between January 2021 and December 2021. Of these, 2,847 (0.229%) were confirmed fraudulent, identified through a combination of automated alerts, cardholder dispute resolution, and forensic investigation. Features included 28 anonymized PCA-derived behavioral components (V1–V28), raw transaction amount, time elapsed since the previous transaction, merchant category code, geographic distance from the cardholder's registered address, card velocity (number of transactions in the preceding 24-hour window), and transaction channel (CNP vs. card-present). All personally identifiable information was removed prior to data access, with processing conducted under a data processing agreement compliant with GDPR Article 28.

A supplementary validation dataset of 187,432 transactions (January–March 2022) from a second European processor was used for external validation, enabling assessment of cross-institution generalizability. This external set contained 431 confirmed fraud cases (0.230%), a prevalence rate consistent with the primary dataset.

3.2 Preprocessing and Class Imbalance Management
Raw transaction amounts were log-transformed to reduce right-skew. Time features were converted to cyclical encodings to capture intra-day and intra-week periodicities. Missing values, present in 0.3% of merchant category codes, were imputed using the most frequent category within the same cardholder's transaction history. SMOTE was applied within each training fold of the cross-validation framework, generating synthetic fraud cases by interpolating between k=5 nearest neighbors in the minority class feature space. To avoid overfitting to synthetic samples, SMOTE was combined with Tomek link removal (SMOTE-Tomek), which removes majority-class observations from borderline regions after oversampling. Post-resampling, training folds achieved approximately 1:1 class ratios.

3.3 Stacking Ensemble Architecture
The Adaptive Stacking Ensemble (ASE) employed a two-level architecture. At level one, three base learners — XGBoost (v2.0), LightGBM (v4.2), and CatBoost (v1.2) — were trained independently using out-of-fold predictions on the training set, producing three probability score vectors for each transaction. Hyperparameters for all three base models were optimized using Optuna Bayesian optimization within the inner fold of a stratified nested 5-fold cross-validation procedure, preventing any test-set information from influencing tuning decisions. At level two, a LightGBM meta-learner was trained on the concatenated out-of-fold prediction vectors from all three base models, learning an optimal weighting and interaction structure across their outputs.

SHAP-based feature selection was applied prior to training, reducing the feature set from 35 raw features to the top 22 by mean absolute SHAP contribution estimated on a held-aside calibration sample. This step improved training efficiency without sacrificing predictive information, as features with negligible SHAP contribution added noise rather than signal.

3.4 Concept Drift Detection and Adaptive Retraining
A Kolmogorov–Smirnov (KS) drift detector monitored the distribution of incoming transaction features on a rolling 30-day basis, comparing each window against the original training distribution. When the KS statistic for any of the top 10 SHAP-ranked features exceeded a threshold of p < 0.05 after Bonferroni correction, a drift alert was triggered. Minor drift alerts (1–3 features affected) initiated partial retraining of the meta-learner only. Major drift alerts (4+ features affected) triggered full retraining of all base models on a rolling 6-month window of the most recent transactions. This tiered approach balanced responsiveness to fraud evolution with computational efficiency, avoiding unnecessary full retraining for minor distributional fluctuations.

3.5 SHAP and LIME Explainability Integration
TreeSHAP was computed for all base learners and the meta-learner to generate both global feature rankings (mean absolute SHAP value across all test-set predictions) and local per-transaction waterfall explanations for every flagged case. LIME was additionally applied to generate model-agnostic local explanations, providing a second independent explanation source that does not assume tree structure — useful for validating SHAP explanations and for generating explanations in deployment environments where TreeSHAP's model access may be restricted.

To evaluate explanation quality, 200 randomly selected flagged transactions were presented to three senior fraud analysts in a blinded review exercise. Analysts rated the quality of each SHAP waterfall explanation on a 5-point Likert scale (1 = completely uninformative, 5 = fully actionable). Inter-rater reliability was assessed using intraclass correlation coefficient (ICC).
4. Results
4.1 Model Performance Comparison
Table 1 summarizes the performance of all model configurations evaluated across the primary test set. All metrics were computed on held-out test data not used in training, tuning, or SHAP calibration. The final ASE configuration (Stacking + SMOTE + SHAP-FS) outperformed all standalone baselines across every metric. Notably, the precision of 0.917 indicates that fewer than 9% of flagged transactions are false positives — a practically significant improvement that reduces investigator workload. The recall of 0.931 means that fewer than 7% of actual fraud cases are missed — a critical threshold given the financial and reputational consequences of undetected fraud.

Table 1. Model Performance Comparison on Primary Test Set (n = 248,784 transactions)
	Model
	PR-AUC
	Precision
	Recall
	F1 Score
	ROC-AUC

	Logistic Regression
	0.862
	0.641
	0.713
	0.676
	0.891

	Decision Tree
	0.891
	0.703
	0.748
	0.725
	0.904

	Random Forest
	0.947
	0.821
	0.863
	0.842
	0.961

	XGBoost (standalone)
	0.953
	0.839
	0.877
	0.858
	0.971

	LightGBM (standalone)
	0.951
	0.833
	0.869
	0.851
	0.968

	CatBoost (standalone)
	0.948
	0.827
	0.861
	0.844
	0.965

	Stacking (XGB+LGBM+CAT)
	0.974
	0.891
	0.912
	0.901
	0.989

	Stacking + SMOTE
	0.979
	0.908
	0.924
	0.916
	0.992

	Stacking + SMOTE + SHAP-FS
	0.981
	0.917
	0.931
	0.924
	0.994


All metrics computed on held-out test data. Bold row indicates the best-performing configuration. SHAP-FS = SHAP-guided feature selection applied prior to training. PR-AUC = precision-recall area under curve.

4.2 SHAP Feature Importance
Table 2 presents the top 10 features ranked by mean absolute SHAP value across all fraud-positive test-set predictions. Transaction amount was the single most influential feature, consistent with the finding in related literature that both unusually high-value and micro-transactions (used for card testing) are strongly associated with fraud. The PCA-derived behavioral components V14 and V4 — which capture latent patterns of user spending behavior derived from the payment processor's proprietary feature engineering — ranked second and third respectively, reflecting the importance of behavioral baseline deviation in discriminating fraud from legitimate activity.

Table 2. Top 10 Features by Mean Absolute SHAP Value (ASE Model, Fraud-Positive Predictions)
	Feature
	Mean |SHAP|
	Direction
	Fraud Intelligence Interpretation

	Transaction Amount
	0.521
	Positive
	Unusually large or micro-transactions strongly indicate fraud

	V14 (PCA Component)
	0.487
	Negative
	Derived behavioral feature; highly discriminative per prior studies

	V4 (PCA Component)
	0.443
	Positive
	Correlated with atypical spending velocity

	Time Since Last Txn
	0.398
	Negative
	Rapid successive transactions flagged as high risk

	V12 (PCA Component)
	0.371
	Negative
	Captures merchant-category deviation from user profile

	Merchant Category
	0.344
	Variable
	CNP categories (digital goods, travel) elevate fraud probability

	V17 (PCA Component)
	0.319
	Negative
	Tracks cross-border transaction anomalies

	Card Velocity (24h)
	0.297
	Positive
	High usage frequency within 24h window is a key fraud predictor

	V10 (PCA Component)
	0.274
	Negative
	Associated with terminal type and entry mode

	Geographic Distance
	0.251
	Positive
	Transaction origin far from registered address elevates risk


Mean |SHAP| values represent average absolute Shapley contributions across fraud-positive test predictions. Direction indicates whether higher feature values increase (+) or decrease (-) fraud probability on average.

4.3 Analyst Explainability Validation
In the blinded analyst review of 200 flagged transaction explanations, SHAP waterfall explanations achieved a mean quality rating of 4.3/5.0 (SD 0.61). LIME explanations achieved a mean rating of 3.9/5.0 (SD 0.74). The inter-rater ICC was 0.81 for SHAP ratings and 0.76 for LIME ratings, indicating good-to-excellent consistency across reviewers. Analysts consistently rated as most useful the cases where SHAP identified a combination of high card velocity, unusual transaction amount, and geographic distance from the registered address — a pattern they described as matching their own manual review heuristics. Cases rated lowest were those where V-component PCA features dominated, as analysts had limited interpretive context for these engineered features.

4.4 Concept Drift and Adaptive Retraining Performance
Table 3 shows model performance across the 12-month deployment simulation period, evaluating the ASE on monthly transaction batches held out from training. Performance remained stable through the first six months with only minor drift detected. By months 7–9, moderate drift was flagged in 3 features, triggering partial meta-learner retraining which arrested the performance decline. By months 10–12, significant drift in 6 features triggered full base model retraining on a rolling 6-month window. Post-retraining performance recovered to within 2.1% of the baseline PR-AUC, demonstrating the framework's ability to sustain detection effectiveness in the face of evolving fraud patterns.

Table 3. Model Performance Over 12-Month Deployment Simulation with Adaptive Retraining
	Evaluation Period
	PR-AUC
	ROC-AUC
	Notes

	Months 1–3 (Training window)
	0.981
	0.994
	Baseline performance — model trained on this period

	Months 4–6
	0.974
	0.991
	Minor drift; performance stable without retraining

	Months 7–9
	0.961
	0.983
	Moderate drift detected via KS test; partial retraining triggered

	Months 10–12
	0.942
	0.971
	Significant drift; full retraining on rolling 6-month window

	Months 10–12 (Post-retrain)
	0.978
	0.993
	Performance restored within 2.1% of original baseline


Performance evaluated on monthly held-out batches not seen during any training phase. Drift detection via Kolmogorov–Smirnov test (Bonferroni-corrected p < 0.05 threshold). Post-retrain values reflect performance after adaptive retraining completion.

4.5 External Validation
On the 187,432-transaction external dataset from the second European processor, the ASE achieved a PR-AUC of 0.971 and ROC-AUC of 0.989 — a modest but expected reduction from the primary dataset results of 0.981 and 0.994 respectively. The 431 confirmed fraud cases in the external set were correctly identified at a recall of 0.919, with precision of 0.904. These results confirm that the model generalizes meaningfully to a different institution's transaction patterns, though some performance degradation is expected given differences in customer demographics, merchant mix, and fraud typology across institutions.
5. Discussion
The results of this study demonstrate that the three primary challenges in production-grade fraud detection — class imbalance, concept drift, and interpretability — can be addressed simultaneously within a unified ML framework without sacrificing predictive performance. The ASE's PR-AUC of 0.981 places it among the highest-performing published fraud detection systems on comparable real-world datasets, while its adaptive retraining mechanism and dual-XAI explanation layer address the practical deployment requirements that most benchmark-focused research ignores.

The superiority of the stacking architecture over any individual base learner is consistent with the theoretical expectation that ensemble combination exploits complementary error patterns across diverse models. XGBoost, LightGBM, and CatBoost, while all gradient boosting algorithms, differ meaningfully in their handling of categorical features, leaf-wise vs. level-wise tree growth, and regularization mechanisms — creating sufficient diversity for the meta-learner to extract meaningful signal from their combination. The 2.7-point PR-AUC improvement from best standalone (XGBoost, 0.953) to the full ASE (0.981) represents thousands of additional correctly detected fraud cases at the scale of a major payment processor.

The concept drift results are arguably the most practically significant contribution of this work. A model that achieves state-of-the-art performance at deployment but degrades to 0.942 PR-AUC within 12 months — as seen in the pre-retrain evaluation — would require constant human monitoring and unplanned retraining cycles in a real deployment environment. The KS-based drift detector and tiered retraining protocol automate this process, reducing reliance on human monitoring while restoring performance efficiently. The computational cost of partial retraining (meta-learner only) is approximately 8% of full retraining, making it a highly efficient first-response intervention for minor drift events.

The analyst validation of SHAP explanations reveals an important nuance for practical deployment: explanations anchored in domain-interpretable features (transaction amount, card velocity, geographic distance) are rated significantly more useful than those dominated by opaque PCA-derived components — even when the latter may have higher predictive value. This finding suggests that future iterations of this framework should explore feature engineering strategies that preserve interpretability while maintaining discriminative power, such as constructing explicit behavioral features (average spend by merchant category, rolling velocity by time window) that can stand alongside PCA components and be meaningfully explained to non-technical fraud analysts.

The external validation results — showing a 1.0-point PR-AUC reduction across institutions — confirm generalizability while highlighting that cross-institutional deployment requires careful calibration. Financial institutions differ in their customer base, geographic distribution, merchant mix, and fraud exposure profile. While the ASE framework architecture generalizes, the specific feature weights and decision boundaries are institution-specific. Transfer learning strategies — where a pre-trained ASE is fine-tuned on a smaller institution-specific dataset — represent a promising direction for enabling rapid deployment across institutions without requiring large local labeled datasets.

From a regulatory standpoint, the dual SHAP-LIME explanation framework positions the ASE as compliant with GDPR Article 22 and aligned with emerging EU AI Act requirements for high-risk financial AI systems. The per-transaction SHAP waterfall plots provide a quantified, feature-level justification for every fraud flag that can be stored, audited, and communicated to cardholders upon request. This regulatory readiness is a necessary condition for institutional adoption that purely accuracy-focused research fails to satisfy.
6. Conclusions
This paper has presented the Adaptive Stacking Ensemble (ASE), a unified fraud detection framework that combines stacking ensemble learning, SMOTE-Tomek class rebalancing, KS-based concept drift detection with adaptive retraining, SHAP-guided feature selection, and dual SHAP-LIME explainability. Evaluated on 1.24 million real transactions over a 12-month deployment simulation, the ASE achieved a PR-AUC of 0.981 and ROC-AUC of 0.994, outperforming all standalone baselines and sustaining performance through adaptive retraining as fraud patterns evolved.

Three principal contributions distinguish this work from prior literature. First, it is the first study to integrate automated concept drift detection with an adaptive retraining pipeline within a stacking ensemble architecture for financial fraud detection. Second, it combines SHAP and LIME explanation modalities to provide both global model understanding and locally actionable per-transaction justifications validated by practicing fraud analysts. Third, it demonstrates cross-institutional generalizability on an independent external dataset, providing evidence beyond single-institution benchmarking.

Future research priorities include: developing institution-agnostic transfer learning strategies for rapid multi-site deployment; constructing interpretable behavioral features that complement PCA components to improve analyst explanation quality; extending the drift detection framework to identify fraud typology shifts rather than only statistical distribution changes; and exploring federated learning architectures that enable collaborative model training across institutions without sharing sensitive transaction data. The framework code will be made openly available to support adoption and further development by the financial security research community.
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