Section 2.I: Regression for Nonlinear Data
Power functions
Often a data set will not be linear, yet we will want to fit a function that minimizes SSE.  In this section, we will focus on just a few choices, beginning with power functions of the form,

Proceeding as before, we want to solve for  and  so that  is minimized:

Once again, we find the partial derivatives with respect to the unknowns,


We wish to set these equal to zero and solve for  and .  However, this is no longer a set of linear equations.  There is no obvious method for solving this system algebraically.  Instead, we will transform the data first, so we can continue to use the linear regression method we have already learned.
The first step is to take the logarithm of both sides of the original equation for a power function:

 This yields a linear equation in  and 

where the power of our original function is the slope of the line, and the -intercept of the line is the logarithm of the coefficient.  We can apply the least-squares regression formulas to find values for  and  which can be exponentiated to find   
Caution!
The transformation above provides a solution that minimizes the sum of the squared error for the transformed data, not the original data.  If a power function fits the data well, then this distinction will be irrelevant.  In this case, we can use a spreadsheet to solve for the coefficients directly.  See Section 3.B for details. However, as the fit gets weaker, it is more likely the transformed solution will deviate greatly from the actual best fit.  For this scenario, a better solution can sometimes be found by hand.  See Section 3.C for an alternative method for determining  and   
Example #1:
Find the power function that best fits the data found in Table 2.  Use the methods of Sections 3.B and 3.C and compare your answers.
	
	 
	(millions of km)
	(days)

	
	Planet
	Distance from sun
	Period of planet

	
	Mercury
	57.9
	88

	
	Venus
	108.2
	225

	
	Earth
	149.6
	365

	
	Mars
	227.9
	687

	
	Jupiter
	778.1
	4329

	
	Saturn
	1428.2
	10753

	
	Uranus
	2837.9
	30660

	
	Neptune
	4488.9
	60150


Table 1: Astronomical data for the 8 planets of our solar system.
Answer:
Excel calculates a “power trendline” of  with   The output from Excel is shown in Figure 1.  The plot and  value show that the trendline is an excellent fit.  Thus, we have confidence in the answer given by Excel.  Answers will vary slightly for a model found by hand.  But a careful approach should yield a solution close to the one found by Excel.  Notice this model is an application of Kepler’s Third Law. [B]

Figure 1: A plot of the data from Table 1 and a power trendline.
Exponential functions
Next, we examine how the regression method can be used to find an exponential model,
.
As with power functions, the least-squares method can not find the optimal solution directly.  See Exercise #2.  As before, taking the logarithm of each side of the function equation will yield a linear equation in terms of  and ,

Thus, only the -variable needs to be transformed.  Otherwise, the process to find the regression line is the same as before.  We still need to be careful to see if the resulting exponential function is a good fit.  If not, we will need to use an alternative method to find a better function.  See Section 3.D for an alternative method.
Example #2:
Fit an exponential model to the U.S. population data in Table 2.  Use the methods of Sections 3.B and 3.D and compare your answers.  Then use your solution to predict the U.S. population for the years 1870, 1900, 1950, and 2000.  [Hint: shift the data horizontally first.]
	Year
	U.S. Pop. (millions)

	1790
	3.9

	1800
	5.3

	1810
	7.2

	1820
	9.6

	1830
	12.86

	1840
	17.1

	1850
	23.2


Table 2: U.S. population 1790 - 1850
Answer:
Without shifting the data, Excel calculates the exponential model to be   This is written in scientific notation, where the coefficient is   This value is unusable for calculation, so we will shift the data such that 1790 corresponds to 0.  Excel’s new exponential model is  with   The fit is quite accurate, so we have confidence in Excel’s result.  A hand-drawn model should be similar.
For extrapolation, we substitute  into the model to predict a population of 41.7 million in 1870.  The actual population was about 39 million.  As we extrapolate further into the future, the model becomes less accurate.  The model predicts a population of about 1.9 billion Americans in 2000, while the actual population was less than 300 million.  Notice the inaccuracy of extrapolation, despite a stellar  value of 0.9999!
Polynomials
The last type of function we will analyze is a polynomial.  Unlike the previous two examples, polynomial coefficients can be found using least-square regression without any transformation.  (See Exercise #3.)  Therefore, we can be confident the method provides the optimal model that minimizes SSE for a data set.  A spreadsheet can easily calculate a polynomial model up to degree six.  To find higher-order polynomials, we can use a computer algebra system.  See Section 2.J for details.
Recall that the previous functions we have encountered (linear, power, exponential) all had two parameters to find.  A quadratic function has three parameters, while higher-degree polynomials will have even more.  By adding more complexity to the model, we expect a better fit.  Thus the  value will increase as the degree of the polynomial increases.  This does not guarantee a better model, however.  We must balance the simplicity of a more basic model with the accuracy of a more complex model.  If we are trying to achieve a model with a theoretical foundation, it can be helpful to extrapolate to gauge the validity of the function we are analyzing.
Example #3:
Fit a quadratic model to each of the data sets in the previous two examples.  Is either an improvement over the model found previously?
Answer:
We will use Excel to find the best quadratic function to fit the data of Table 2.  Although the fit is quite good, we notice the -intercept of -630 does not really make sense, so we will use the option to set the -intercept to zero.  The fit of this new function, as shown in Figure 2, appears to be nearly as good as the power function fit of Example #1.  However, if we calculate the SSE for each, the difference is magnified.  In particular, SSE for the power function is about 160,000 while the quadratic function’s SSE is about 3,790,000.

Figure 2: A quadratic function fit to the planetary data.
For the U.S. population data, the quadratic function fits very well, as is shown in Figure 3.  The  values are comparable, and the SSE values are both less than 0.5.  (SSE for exponential is 0.034, while the quadratic is 0.409.)  From a theory-driven perspective, one could argue the exponential model is more likely to be the “true” model (see Section 2.E).  But in hindsight, extrapolation for the quadratic yields more accurate populations for the future.  These values consistently underestimate future populations, so neither model can be declared “correct.”  For interpolation purposes, either would be satisfactory, with the exponential being slightly better.

Figure 3: A quadratic function fit to the population data.
Question #1:
Why do we need to transform the data for power and exponential functions, but not polynomials?
Question #2:
Why did the population data need to be shifted horizontally?
Exercise #1:
Use a spreadsheet to transform the data of Example #1 and then use the linear regression formulas to find a power function model.  Does your answer match the result from Excel’s power regression?
Exercise #2:
Find the set of equations one would need to solve to minimize the SSE for an exponential function.  Verify they are not linear equations.
Exercise #3:
Show the least-squares regression method for  will produce a set of three linear equations in three unknowns.
Exercise #4:
Assume a country’s economy can be broken down into three sectors: agriculture, industry, and service.  These sectors can be expressed as a percentage of a country’s gross domestic product (GDP).  One can also calculate the average income level for a country.  Find a function that relates these two variables by fitting a trendline to the data found in Table 3.  Then use your function to estimate Kenya’s income level, assuming its agricultural percentage of GDP is 27%.

	Country
	Ag %
	Income ($)

	Luxembourg
	0.41
	74,986

	Saudi Arabia
	2.3
	21,635

	Colombia
	8.6
	7,168

	Pakistan
	20
	2,598

	Liberia
	61
	476


Table 3: The income level and agricultural sector percentage for five countries. [G]
Exercise #5:
Open the file named Inflationdata2022.xlsx and use a spreadsheet to fit an exponential trendline to each of the data sets.  Calculate  and SSE for each.
a) Stamp prices
b) Movie prices
c) Federal minimum wage
d) Consumer Price Index
e) Minimum Major League Baseball salary
f) Mean Major League Baseball salary
Exercise #6:
Repeat Exercise #5 by instead fitting a power function instead of an exponential.
Exercise #7:
Repeat Exercise #5 by instead fitting a quadratic function instead of an exponential.
Problem #1:
Find a theory-driven explanation to justify Kepler’s Law from Example #1.
Problem #2:
Which model parameters (if any) for the power function will be affected if the data set is shifted horizontally?
Problem #3:
Repeat Problem #2 for an exponential function.
Problem #4:
Consider the data found in Table 4 and answer the following questions.
a) Use a spreadsheet to fit a power trendline and calculate SSE corresponding to the trendline.
b) Use graph paper and trial-and-error to find a different trendline that will fit the data better.  Justify your fit is better by calculating its SSE.  (Hint: you can find a power function whose corresponding SSE is below 10,000.)
c) Use your new power function to predict the number of CDs sold in 2009.  Include the proper units.
d) There were about 374 million CDs sold in 2009.  Was your prediction close or not?  Most likely your prediction was not very close.  Why?  

	Years since 1983
	CDs sold (millions)

	1
	0.8

	2
	5.8

	3
	23

	4
	53

	5
	102

	6
	150

	7
	207

	8
	287

	9
	333

	10
	408


Table 4: The number of music compact discs sold by year. [RPO]
Problem #5:
Analyze the result of Exercises #5 and answer the following questions:
a) Convert each exponential function you found to an annual percentage increase.  Which variable(s) have a percentage increase significantly different from the others?
b) The fit of the exponential trendlines were not particularly great, despite “decent” R-squared values.  Find a significantly better exponential fit for each data set and report the corresponding SSE.  You may use semi-log paper and/or trial-and-error.
c) Do these new formulas significantly change the percentages or comparisons found earlier?  Explain.
d) Perhaps the annual percentage increases were influenced by the start year for each variable. Fit an exponential trendline for the data only since 1967 for the same data sets. 
e) Do these new formulas significantly change the percentages or comparisons found earlier?  Explain.



Problem #6:
Analyze the result of Exercises #6 and answer the following questions:
a) Compare the power of each function you found.  Which variable(s) have a power significantly different from the others?
b) Can you find a better power function fit for each data set? You may use log-log paper and/or trial-and-error.  If so, report the corresponding SSE.  
c) Do these new formulas significantly change the comparisons found earlier?  Explain.
d) Perhaps the powers were influenced by the start year for each variable. Fit an power function trendline for the data only since 1967 for the same data sets. 
e) Do these new formulas significantly change the comparisons found earlier?  Explain.
Problem #7:
Consider the data found in Table 5 and use a spreadsheet to fit a power function to the data where  represents the number of years since:
a) 1899
b) 1890
c) 1885
d) 1800
e) 0
Summarize your findings and discuss which choice you think is best.  Include a calculation of  and SSE for each model.
	year
	# college grads (thousands)

	1900
	30

	1910
	54

	1920
	73

	1930
	123

	1940
	223

	1950
	432

	1960
	530

	1970
	878

	1980
	935

	1990
	1017


Table 5: The number of U.S. college graduates from 1900-1990. [RPO]
[bookmark: _GoBack]Project #1:
How can one quantify inflation for salaries or prices of specific things we purchase?  Do all salaries grow at the same rate?  What about prices?  Can we predict prices and/or salaries in the future?  Use the modeling process to try to answer these questions.  You may use the data from the file named Inflationdata2022.xlsx and the prompts from Exercises #5, 6, 7 and Problems #5, 6 to guide you.  Apply your model to a new data set (salary or price) and predict its value in the year 2050.  Discuss the strengths and weaknesses of your analysis.  How confident are you in your prediction?
Project #2:
What is the relationship between the height of a particular bouncing ball and the number of its bounce? Use the modeling process to guide you through answering this question.
· Define the problem: Remember to be specific. Simplify as needed.
· Build the Model: For now, assume a linear relationship between bounce number and height. You will need to collect some data, and then use a spreadsheet to find the line of best fit.
· Analyze the Model: Is the model a good fit mathematically? Solve for bounce heights that are predicted for bounce numbers beyond your range of data collected. Do they make sense? Compare your results to the original question. Are you satisfied with your model?
· Regardless of your answer above, continue cycling through the modeling process using different functions until you have your most satisfactory model. Write down all the functions you tried. What function did you pick as the best and why? Did it minimize error?
· Report the Results:  Discuss the strengths and weaknesses and limitations of your final model.  From how high do you need to drop the ball, so its first bounce rises to 100 cm? 
Project #3:
How has debt in the United States increased in recent decades?  How “debt” is defined is up to you.  Use the modeling process and find the appropriate data set to answer this question.
Project #4:
Does overpopulation of the Earth cause food insecurity?  Or is underproduction of food a greater problem?  It has been argued that population grows exponentially while food production grows linearly.  Are these assumptions true?  Use the modeling process to analyze the cause(s) of food insecurity and report your findings.
Project #5:
In 1954 Roger Bannister made history by running a mile in under four minutes. (Forbes magazine even named it the greatest athletic achievement of the past 150 years.) But how fast will humans be able to run in the future? Is there a ''limit'' to how fast we will ever be able to run a mile? Use the data on the mile records example.xlsx file to model the progression of World Record times for running a mile during the IAAF era (1913- ). Remember that you are somewhat restricted in model choices by Excel, so you may wish to shift the data before using regression and/or use trial-and-error. You may use any function you wish to model the data.  Answer the following questions.
a. What model best fits the data? Explain.
b. What model makes the most sense from a theoretical point of view? Explain.
c. Use both models (unless you had the same answer for both of the above) to predict the World Record running time in 50-year intervals for 2000-2500.
d. What model do you choose as the best overall? Why?
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